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 A B S T R A C T

Multimodal remote sensing semantic segmentation improves scene understanding by integrating complemen-
tary information from heterogeneous Earth observation data. Although pretrained Vision Foundation Models 
(VFMs) provide strong general-purpose representations, adapting them to multimodal tasks typically requires 
updating large modality-specific encoders, and optimization tends to be dominated by the optical modality, 
leaving auxiliary cues under-utilized. To address these challenges, we propose MoBaNet, a parameter-efficient 
multimodal adaptation framework that keeps the VFM backbone frozen and concentrates trainable capacity on 
three complementary components. First, the Cross-modal Prompt-Injected Adapter (CPIA) generates semantic 
prompts from paired modalities and injects them into lightweight bottleneck adapters to enable cross-modal 
interaction under the frozen backbone. Second, the Difference-Guided Gated Fusion Module (DGFM) exploits 
cross-modal discrepancy to guide channel-wise and spatially adaptive feature fusion. Third, the training-only 
Modality-Conditional Random Masking (MCRM) strategy locally corrupts one modality at a time and applies 
hard-pixel auxiliary supervision to modality-specific branches, encouraging more robust use of complementary 
cues. Extensive experiments on the ISPRS Vaihingen and Potsdam benchmarks show that MoBaNet achieves 
the best overall performance among the compared methods, while its default DINOv2-ViT-B configuration uses 
only 5.43% trainable parameters and remains robust under partial modality degradation.
1. Introduction

Remote sensing semantic segmentation aims to assign a seman-
tic label to each pixel in high-resolution Earth observation (EO) im-
agery (Zhu et al., 2017), serving as a fundamental building block 
for a wide range of applications, including land-cover mapping, ur-
ban monitoring, precision agriculture, and disaster assessment (Di-
akogiannis et al., 2020; Chen et al., 2021; Turkoglu et al., 2021; 
Zheng et al., 2021). Compared with semantic segmentation in natural 
scenes, RS imagery typically exhibits larger scale variations, more 
frequent occlusions, and more complex backgrounds (Maggiori et al., 
2017; Volpi and Tuia, 2017; Liu et al., 2018). Moreover, EO data 
are highly susceptible to illumination changes, cast shadows, seasonal 
variations, sensor-induced imaging artifacts, and domain shifts across 
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acquisition conditions (Zhang et al., 2014; Bai et al., 2022; Ma et al., 
2024b). These factors often lead to pronounced appearance ambi-
guity and inter-class confusion, posing more stringent requirements 
on the robustness of dense prediction models (Ma et al., 2019). To 
mitigate these challenges, researchers have increasingly incorporated 
complementary sensing modalities beyond RGB (Schmitt and Zhu, 
2016; J. Li et al., 2022). By fusing the physical cues encoded in 
heterogeneous modalities, multimodal approaches can compensate for 
the observational limitations of optical imagery alone in complex en-
vironments, thereby improving the completeness and stability of scene 
interpretation (Audebert et al., 2018; Yang et al., 2021).

Although multimodal data provide rich complementary cues for RS 
semantic segmentation, it remains challenging to fuse heterogeneous 
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modalities efficiently and reliably within a unified framework (Parmehr 
et al., 2014; Sun and Wang, 2018). On the one hand, different modali-
ties exhibit substantial discrepancies in imaging mechanisms, numer-
ical distributions, and noise characteristics — often exacerbated by 
resolution mismatch and registration errors — which complicate cross-
modal feature alignment and interaction modeling (Zheng et al., 2022). 
On the other hand, existing fusion strategies may be dominated by 
optical information during optimization or discard beneficial modality-
specific information, such that complementary cues cannot be con-
sistently translated into performance gains (Zheng et al., 2025; S. 
Wei et al., 2025; T. Wei et al., 2025). In recent years, Vision Trans-
formers (ViTs) (Dosovitskiy et al., 2021) and vision foundation mod-
els (VFMs) (Oquab et al., 2024; Kirillov et al., 2023) pretrained on 
large-scale data have demonstrated stronger general-purpose repre-
sentations, offering new opportunities for RS semantic segmentation. 
However, in multimodal settings, mainstream approaches typically in-
stantiate separate backbones for different modalities and perform full 
fine-tuning (Wang et al., 2022; X. Li et al., 2022), which incurs substan-
tial training and storage overhead. More importantly, such designs still 
struggle to prevent optimization from converging to optical-dominant 
shortcut solutions, suggesting that architectural symmetry does not 
necessarily yield balanced contributions across modalities (Zheng et al., 
2025; S. Wei et al., 2025; Niu et al., 2022).

To address the above issues, we propose MoBaNet, a parameter-
efficient multimodal adaptation framework for remote sensing semantic 
segmentation. Rather than fully fine-tuning large modality-specific en-
coders, MoBaNet follows a frozen-backbone adaptation principle: it 
preserves the pretrained representation space of VFMs and concen-
trates the limited trainable capacity on multimodal-specific operations. 
Specifically, lightweight modules are introduced to handle modality-
specific tokenization, deep cross-modal interaction, discrepancy-aware 
feature fusion, and training-time robustness regularization. This design 
is formulated for optical–auxiliary multimodal EO inputs and is not tied 
to DSM-specific operators; in this work, we instantiate and evaluate it 
on two representative optical–DSM urban segmentation benchmarks.

Specifically, to overcome the limited deep cross-modal interac-
tion caused by freezing the backbone, we first design a Cross-modal 
Prompt-Injected Adapter (CPIA). Without disrupting the pretrained 
feature space of the foundation model, CPIA generates shared semantic 
prompts from both modalities and injects them into the bottleneck of 
lightweight adapters, enabling implicit semantic-level interaction and 
modulation across modalities (Houlsby et al., 2019). Second, to obtain 
compact and discriminative multimodal representations for decoding, 
we propose a Difference-Guided Gated Fusion Module (DGFM). DGFM 
explicitly exploits cross-modal discrepancy to perform channel-wise 
and spatially adaptive fusion on paired stage features, thereby enhanc-
ing complementary information integration in a lightweight manner. 
This design not only suppresses the interference of noisy or inconsis-
tent responses during fusion, but also yields more robust multimodal 
representations with low computational overhead. Finally, to alleviate 
the tendency of multimodal models to exhibit optical-dominant bias 
during training, we introduce a Modality-Conditional Random Masking 
(MCRM) strategy. MCRM randomly applies local masking to only one 
modality at the batch level and imposes hard-pixel auxiliary supervi-
sion on modality-specific branches under partial modality degradation. 
This mechanism encourages the model to exploit informative cues from 
the complementary modality when the dominant modality becomes 
unreliable, and thus improves the robustness and balance of cross-
modal representation learning. The main contributions of this paper are 
as follows:

• We propose MoBaNet, a parameter-efficient framework that
adapts pretrained Vision Foundation Models to multimodal re-
mote sensing semantic segmentation by freezing the backbone 
and reallocating a small trainable budget to multimodal-specific 
modules.
2 
• We design two complementary modules under the frozen back-
bone: the CPIA injects shared prompts into lightweight bottleneck 
adapters before each stage to enable deep cross-modal interaction, 
and the DGFM leverages cross-modal discrepancy to perform 
adaptive gated fusion after each stage.

• We introduce MCRM, a training-only strategy that combines 
modality-conditional masking with hard-pixel auxiliary supervi-
sion to mitigate over-reliance on a single dominant modality.

• Experiments on two ISPRS multimodal benchmarks show consis-
tent accuracy gains and improved robustness, while the default 
DINOv2-ViT-B configuration trains only 5.43% of its parameters.

2. Related work

2.1. Multimodal fusion for remote sensing segmentation

Multimodal remote sensing semantic segmentation improves class 
separability and robustness by fusing complementary sensing cues, 
e.g., multispectral appearance, DSM-derived elevation, and SAR scatter-
ing characteristics (Zhu et al., 2017; J. Li et al., 2022). Existing methods 
typically adopt dual- or multi-branch encoders to extract modality-
specific features, and can be broadly grouped into three paradigms 
according to the fusion stage: early fusion at the input level, late 
fusion at the prediction/decision level, and feature-level fusion within 
the encoder–decoder pipeline (Baltrušaitis et al., 2019). Among them, 
feature-level fusion has become a predominant direction because it 
enables explicit cross-modal interaction and semantic alignment while 
preserving modality-specific characteristics (J. Li et al., 2022; Liu et al., 
2024a).

Building upon feature-level fusion, recent research has evolved 
from parallel architectures toward interaction-enhanced designs, aimed 
at boosting the effective contribution of auxiliary modalities while 
suppressing redundant information (J. Li et al., 2022). These method-
ologies can be broadly categorized into three mechanisms: (i) Cross-
modal guidance, which constrains the decoding process of one modal-
ity using structural or semantic cues from another (e.g., Gather-to-
Guide (Zheng et al., 2022) ensures consistency between auxiliary cues 
and semantic decoding); (ii) Selective fusion, utilizing gating mecha-
nisms or attention weights to attenuate modality-specific noise and 
highlight complementary regions (Hosseinpour et al., 2022), as ex-
emplified by CEGFNet’s (Zhou et al., 2022) explicit gating for redun-
dancy reduction; and (iii) Intra-/inter-modality joint interaction, which 
establishes explicit cross-modal interaction pathways while maintain-
ing modality-specific representations.  A representative recent work 
is MFNet (Ma et al., 2025), which adapts SAM to multimodal re-
mote sensing semantic segmentation through a multimodal fine-tuning 
framework and a deep fusion module.

Meanwhile, the emergence of datasets and benchmarks tailored 
for heterogeneous modalities has also facilitated the development of 
multimodal remote sensing segmentation methods (Schmitt and Zhu, 
2016; Liu et al., 2024b). For example, WHU-OPT-SAR and its accompa-
nying MCANet (X. Li et al., 2022) further validated the complementary 
benefits of heterogeneous modalities through cross-modal attention 
and multi-level feature fusion. Toward stronger interaction modeling, 
Transformer-based fusion has gradually become an important direction. 
FTransUNet (Ma et al., 2024c) introduces a fusion Transformer to 
perform global interaction over high-level semantics on top of a CNN 
backbone that captures shallow details, whereas TMFNet (Liu et al., 
2024a) and related approaches further explore DSM-oriented attention 
interactions and correlation modeling to enhance long-range depen-
dency modeling and cross-modal semantic coupling. Overall, existing 
multimodal RS segmentation methods have progressively evolved from 
fusion-level design to stronger interaction modeling, with increasing 
emphasis on selective noise suppression/alignment and global context 
modeling (Li et al., 2026).
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2.2. Foundation models and parameter-efficient adaptation

Unlike traditional CNN-based architectures, VFMs are largely built 
upon ViTs and learn robust visual representations via self-supervised 
or weakly supervised pre-training. Among them, SAM (Kirillov et al., 
2023) is centered on promptable segmentation, encapsulating segmen-
tation as a prompt-driven universal interface and showing compet-
itive cross-domain transferability. Recent studies have further intro-
duced SAM into remote sensing semantic segmentation by incorpo-
rating object- and boundary-aware constraints to improve dense pre-
diction quality (Ma et al., 2024a). DINOv2 (Oquab et al., 2024), in 
contrast, follows a self-supervised representation learning paradigm, 
acquiring robust patch- and image-level features and serving as a 
general-purpose backbone for downstream tasks such as classification, 
detection, and segmentation. Meanwhile, the remote sensing commu-
nity has also begun exploring foundation models tailored for multi-
modal data, such as RingMo-SAM (Yan et al., 2023) with a dedicated 
prompt encoder and class-decoupled mask decoder, and SkySense (Guo 
et al., 2024) with multimodal spatiotemporal encoding for joint cross-
modal modeling. Overall, foundation models offer strong transferability 
and data-efficient adaptation for multimodal RS understanding.

However, the parameter scale and training cost of foundation mod-
els substantially raise the barrier to full fine-tuning. This has stimulated 
growing interest in PEFT. The central idea of PEFT is to keep the 
backbone frozen and introduce only a small set of trainable mod-
ules for task- or domain-specific adaptation. Representative strate-
gies include Adapters (Houlsby et al., 2019), which insert lightweight 
bottleneck modules between layers; LoRA (Hu et al., 2022), which 
injects low-rank trainable updates into linear projections; and visual 
prompt tuning (VPT) (Jia et al., 2022), which learns a small number of 
prompt vectors in the input token space. Prior studies have systemat-
ically reviewed PEFT methods and broadly categorized them into ad-
ditive, reparameterization-based, and prompt-based schemes. Overall, 
PEFT can achieve competitive performance under a limited trainable-
parameter budget while substantially reducing training and storage 
overhead. In remote sensing, PEFT is often used with foundation models 
to bridge the gap between general-purpose visual representations and 
domain-specific texture statistics and semantic requirements (Hu et al., 
2024b,a; Cao et al., 2026).

Although recent VFM adaptation studies have explored frequency–
spatial dual-domain fine-tuning for domain generalized remote sensing 
semantic segmentation (Shen et al., 2026), most existing PEFT methods 
remain primarily designed for single-modality vision tasks, and directly 
transferring them to multimodal remote sensing scenarios still faces 
critical bottlenecks (Hu et al., 2024b; Zou et al., 2025). First, deep 
cross-modal interaction is insufficient: in mainstream dual-stream ar-
chitectures, if adapters are configured independently for each modality, 
the frozen backbone branches lack adequate channels for deep infor-
mation exchange. As a result, heterogeneous modalities are processed 
in a manner closer to parallel feature extraction with weakly coupled 
fusion, making it difficult to achieve deep complementary coupling 
during encoding (Ma et al., 2024c). Second, modality imbalance may 
be reinforced under PEFT: frozen foundation models often inherit a 
preference for optical cues, and standard PEFT does not explicitly 
model the competition between modalities (Wang et al., 2023; Chen 
et al., 2024). Consequently, the limited trainable parameters may still 
favor optical-dominant shortcut solutions, further diminishing the ef-
fective contribution of the auxiliary modality (Gao et al., 2024). These 
limitations suggest that frozen-backbone adaptation and multimodal 
fusion should be considered jointly rather than treated as indepen-
dent steps. Accordingly, MoBaNet reallocates the limited trainable 
capacity to cross-modal prompt interaction, discrepancy-guided fusion, 
and training-time modality-robust regularization under a frozen VFM 
backbone (see Fig.  1).
3 
3. Method

In this section, we first introduce the overall framework in Sec-
tion 3.1. The details of CPIA, DGFM, and MCRM are presented in 
Sections 3.2, 3.3, and 3.4, respectively.

3.1. Overall architecture

MoBaNet is designed as a parameter-efficient dual-stream adap-
tation framework for multimodal remote sensing segmentation, cou-
pling frozen-backbone feature extraction with lightweight cross-modal 
interaction and fusion.

Given an input multimodal image pair consisting of a selected three-
band optical image 𝐈opt ∈ R𝐵×3×𝐻×𝑊  and an auxiliary modality 𝐈aux ∈
R𝐵×𝐶𝑎×𝐻×𝑊 , our goal is to predict a pixel-wise class probability map 
𝐏 ∈ R𝐵×𝐾×𝐻×𝑊 . Here, 𝐈opt denotes the dataset-specific three-band 
optical input used in our experiments, rather than necessarily RGB 
channels. As detailed in Section 4.1, Vaihingen uses NIR-R-G imagery, 
whereas Potsdam uses RGB imagery.

We adopt a pretrained ViT as the feature extraction backbone and 
keep its parameters 𝛩backbone frozen during training. To accommodate 
the statistical distribution shift and channel mismatch of heteroge-
neous auxiliary modalities, we design an asymmetric patch embedding 
scheme: the optical branch reuses and freezes the pretrained three-
channel patch embedding 𝐸opt , whereas the auxiliary branch introduces 
an additional embedding 𝐸aux whose parameters are trainable. Since 
the selected optical input is kept as a three-channel tensor for both 
datasets, it is directly compatible with 𝐸opt without additional channel 
projection or modification of the pretrained patch-embedding weights. 
After patch embedding, both modalities are represented as a 2-D token 
grid:

𝐗0 = 𝐸opt
(

𝐈opt
)

, 𝐘0 = 𝐸aux
(

𝐈aux
)

, (1)

𝐗0,𝐘0 ∈ R𝐵×𝐻 ′×𝑊 ′×𝐶 , 𝐻 ′ = 𝐻
𝑝
, 𝑊 ′ = 𝑊

𝑝
. (2)

Here, 𝑝 denotes the patch size and 𝐶 is the embedding dimension. 
We apply a shared and frozen absolute positional encoding 𝐏abs to 
both streams. To maintain consistent spatial priors under varying input 
resolutions, 𝐏abs is resized via bicubic interpolation and then added to 
the token embeddings.

The feature extraction stage consists of 𝐿 stacked Transformer 
blocks. Following the multi-level feature tapping configuration, we 
divide the encoder into 𝑆 stages according to the selected tap indices 
{𝑡𝑠}𝑆𝑠=1, where 𝑆 = 4 by default. The 𝑠th stage is defined as the sequence 
of Transformer blocks from block 𝑡𝑠−1+1 to block 𝑡𝑠, with 𝑡0 = 0. Within 
each stage, the two modalities are structurally aligned to share the 
same unimodal modeling capacity and optimization path, while cross-
modal interaction is introduced only through a small set of trainable 
PEFT modules. Given the input tokens of the 𝑙th block, 𝐗𝑙−1,𝐘𝑙−1 ∈
R𝐵×𝐻 ′×𝑊 ′×𝐶 , the shared Pre-LN unimodal modeling is formulated as
𝐗̃𝑙 = 𝐗𝑙−1 + SA

(

LN(𝐗𝑙−1)
)

, 𝐘̃𝑙 = 𝐘𝑙−1 + SA
(

LN(𝐘𝑙−1)
)

, (3)

𝐗̄𝑙 = 𝐗̃𝑙 +MLP
(

LN(𝐗̃𝑙)
)

, 𝐘̄𝑙 = 𝐘̃𝑙 +MLP
(

LN(𝐘̃𝑙)
)

. (4)

The parameters of SA(⋅) and MLP(⋅) are shared across the two 
streams (shared weights) and are frozen together with the backbone.

Rather than inserting trainable modules into every Transformer 
block, we adopt a stage-wise insertion strategy. For each selected stage, 
we place CPIA before the stage encoder and DGFM after the stage 
encoder:

• CPIA (implicit semantic modulation): before the input tokens 
enter the 𝑠th stage, CPIA generates shared semantic prompts 
from the bimodal tokens and injects them into both streams via 
prompt-injected adapters, enabling cross-modal semantic modu-
lation under a frozen backbone.
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Fig. 1. Overall framework of the proposed multimodal segmentation model with MCRM training. A pretrained vision foundation model initializes a shared frozen 
ViT backbone. Optical and auxiliary inputs are first tokenized by modality-specific embeddings, then processed by a stage-wise dual-stream encoder, where CPIA 
is inserted before each selected stage and DGFM is applied after each selected stage to produce multi-level fused features for the decoder. During training, MCRM 
performs modality-conditional random masking and hard-pixel auxiliary supervision on one main branch (S1) and two auxiliary modality branches (S2, S3), while 
only the main branch is used for inference.
• DGFM (explicit stage-level fusion): after the 𝑠th stage produces 
its output features, DGFM adaptively fuses the paired modality 
features by leveraging their discrepancy cue to guide channel-
wise and spatially adaptive fusion, yielding a compact multimodal 
representation for decoding.

Denote by 𝐗𝑠 and 𝐘𝑠 the optical and auxiliary features output from 
the 𝑠th selected stage, respectively. DGFM produces the fused feature 𝐅𝑠

for each stage. The multi-level fused features {𝐅𝑠}𝑆𝑠=1 are then fed into 
the decoder head to produce the main prediction 𝐏. During training, we 
additionally attach two lightweight modality-specific auxiliary heads to 
generate 𝑃opt and 𝑃aux for MCRM supervision, while only the main fused 
branch is retained during inference. During training, the VFM backbone 
parameters 𝛩backbone are kept frozen, while the lightweight trainable 
components, including the auxiliary patch embedding, CPIA, DGFM, 
decoder head, and training-time auxiliary heads, are optimized.

3.2. Cross-modal prompt-injected adapter

Under the frozen-backbone setting, relying solely on independent 
Transformer computations in the two streams leads to insufficient deep 
cross-modal semantic interaction. To address this issue, we propose 
the CPIA, which is inserted before each selected stage encoder and 
operates on the paired modality tokens. It introduces a lightweight 
mechanism based on prompt generation and prompt-injected adapters, 
enabling implicit semantic complementarity across modalities with-
out disrupting the pretrained feature space. Specifically, CPIA consists 
of two components: a Cross-modal Prompt Generator (CPG), which 
produces modality-specific semantic prompts from the paired bimodal 
tokens, and a Prompt-Injected Adapter, which injects these prompts as 
a dynamic bias into the bottleneck of a lightweight adapter inserted 
into each stream. In the following, we describe the two components in 
turn.
4 
Cross-modal prompt generator. Given the paired modality tokens before 
entering the 𝑠th stage, 𝐗𝑠

in and 𝐘𝑠
in ∈ R𝐵×𝐻 ′×𝑊 ′×𝐶 , CPG first projects 

each modality to a reduced dimension 𝐶𝑝 = ⌊𝑟𝑝𝐶⌋. The two projected 
features are then concatenated along the channel dimension, fused, and 
finally projected back to 𝐶 to obtain a shared semantic base 𝐙𝑠:

𝐗↓,𝑠 = 𝐗𝑠
in𝐖

opt
𝑑 , 𝐘↓,𝑠 = 𝐘𝑠

in𝐖
aux
𝑑 , (5)

𝐙𝑠 = Up
(

Fuse
(

[𝐗↓,𝑠;𝐘↓,𝑠]
))

, (6)

Here, Fuse(⋅) and Up(⋅) denote linear mappings. To mitigate the 
distribution shift between different modalities, we introduce a Task 
Feature Transformation (TFT) module that generates modality-specific 
prompts via channel-wise affine modulation. Specifically, we define
𝐏𝑠
opt = 𝐙𝑠 +

(

𝐙𝑠 ⊙ 𝜸opt + 𝜷opt
)

, (7)

𝐏𝑠
aux = 𝐙𝑠 +

(

𝐙𝑠 ⊙ 𝜸aux + 𝜷aux
)

, (8)

where 𝜸𝑚, 𝜷𝑚 ∈ R𝐶 are learnable channel-wise parameters for modality 
𝑚 ∈ {opt, aux} and are broadcast along the spatial dimensions 𝐻 ′ ×𝑊 ′.

Prompt-injected adapter. Conventional adapters are designed for uni-
modal features. In CPIA, we inject the prompt vectors generated by 
CPG as a dynamic bias into the bottleneck of an adapter. Specifically, 
we insert a prompt-injected adapter with a bottleneck structure into 
each stream, and use the prompt as an additive modulation term on 
the reduced intermediate representation. For modality 𝑚 ∈ {opt, aux}, 
the adapter mapping is defined as 
Adapter(𝐗,𝐏) = 𝐗 + 𝜎

(

𝐗𝐖down + 𝐏𝐖prompt
)

𝐖up, (9)

where 𝐖down ∈ R𝐶×𝑑 , 𝐖prompt ∈ R𝐶×𝑑 , and 𝐖up ∈ R𝑑×𝐶 are learnable 
projection matrices. The bottleneck dimension is 𝑑 = ⌊𝑟𝑎𝐶⌋, and 𝜎(⋅)
denotes the ReLU activation. We further apply dropout to improve 
generalization. The CPIA outputs are then given by

𝐗𝑠
cpia = Adapter

(

𝐗𝑠
in,𝐏

𝑠
opt

)

, (10)

𝐘𝑠 = Adapter
(

𝐘𝑠 ,𝐏𝑠 )

. (11)
cpia in aux
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Fig. 2. Structure of the CPIA module. A shared semantic base is generated 
from paired optical and auxiliary tokens, transformed into modality-specific 
prompts by TFT, and injected into lightweight bottleneck adapters for sym-
metric cross-modal semantic modulation before each selected stage.

Fig. 3. Structure of the DGFM module. Reduced optical and DSM features, 
together with their discrepancy cue, are fed into a lightweight gate network 
to predict an adaptive gating map, which dynamically fuses the two modalities 
into a compact multimodal representation.

The modulated tokens 𝐗𝑠
cpia and 𝐘𝑠

cpia are then fed into the 𝑠th stage 
encoder. This design symmetrically injects cross-modal prompts into 
the bottlenecks of both streams, thereby establishing a stable semantic 
communication channel under the frozen-backbone constraint (see Fig. 
2).

3.3. Difference-guided gated fusion module

To obtain compact and discriminative multimodal representations 
for decoding, we introduce a lightweight Difference-Guided Gated Fusion 
Module (DGFM), as illustrated in Fig.  3. For each selected stage, DGFM 
is applied after the stage encoder to fuse the paired optical and aux-
iliary features. Unlike more complicated fusion designs that introduce 
dedicated refinement branches, DGFM performs adaptive fusion in a 
simple yet effective manner by exploiting modality-specific responses 
together with their explicit discrepancy cue.
5 
Compact projection and discrepancy cue. Given the paired features from 
the 𝑠th selected encoder stage, 𝐗𝑠,𝐘𝑠 ∈ R𝐵×𝐿𝑠×𝐶𝑠  with 𝐿𝑠 = 𝐻𝑠𝑊𝑠, 
we first reshape them into 2-D feature maps, denoted by 𝐗̃𝑠, 𝐘̃𝑠 ∈
R𝐵×𝐶𝑠×𝐻𝑠×𝑊𝑠 . To reduce the computational cost of fusion, both modality 
features are projected into a compact channel space through 1 × 1 
convolutions: 
𝐑𝑠
𝑥 = 𝜙𝑠

𝑥(𝐗̃
𝑠), 𝐑𝑠

𝑦 = 𝜙𝑠
𝑦(𝐘̃

𝑠), (12)

where 𝜙𝑠
𝑥(⋅) and 𝜙𝑠

𝑦(⋅) denote learnable channel reduction mappings. 
The reduced features satisfy 𝐑𝑠

𝑥,𝐑
𝑠
𝑦 ∈ R𝐵×𝐶′

𝑠×𝐻𝑠×𝑊𝑠 , where 𝐶 ′
𝑠 < 𝐶𝑠.

Based on the reduced features, we explicitly construct a discrepancy 
cue: 
𝐃𝑠 = |

|

|

𝐑𝑠
𝑥 − 𝐑𝑠

𝑦
|

|

|

, (13)

where 𝐃𝑠 ∈ R𝐵×𝐶′
𝑠×𝐻𝑠×𝑊𝑠  captures cross-modal disagreement and pro-

vides direct evidence for adaptive fusion.
Difference-guided adaptive fusion. The reduced modality features and 
their discrepancy cue are concatenated to predict a channel-wise and 
spatially adaptive gating map: 

𝐆𝑠 = 𝜎
(

𝜙𝑠
𝑔

(

[𝐑𝑠
𝑥;𝐑

𝑠
𝑦;𝐃

𝑠]
))

, (14)

where [⋅; ⋅] denotes channel-wise concatenation, 𝜎(⋅) is the sigmoid 
function, and 𝐆𝑠 ∈ R𝐵×𝐶𝑠×𝐻𝑠×𝑊𝑠  is the learned gating map. In practice, 
𝜙𝑠
𝑔(⋅) is implemented as a lightweight gating network consisting of a 
1 × 1 convolution, GroupNorm, GELU, and a final 1 × 1 convolution. 
This design maps the concatenated compact features back to the orig-
inal channel dimension, enabling channel-wise and spatially adaptive 
fusion over the full stage features.

The fused feature map is then formulated as 
𝐅̃𝑠 = 𝐆𝑠 ⊙ 𝐗̃𝑠 + (1 −𝐆𝑠)⊙ 𝐘̃𝑠, (15)

where the gating map controls the contribution of the two modalities 
at each spatial location and channel. Finally, the fused feature map is 
reshaped back into token form: 
𝐅𝑠 = Reshape(𝐅̃𝑠) ∈ R𝐵×𝐿𝑠×𝐶𝑠 . (16)

In this way, DGFM performs lightweight yet effective multimodal 
fusion by explicitly modeling cross-modal discrepancy and using it 
to guide adaptive feature selection. In the overall framework, CPIA 
facilitates pre-stage token-level semantic interaction under the frozen 
backbone, whereas DGFM performs post-stage feature-level adaptive 
fusion on the stage outputs.

3.4. Modality-conditional random masking

Although the proposed dual-stream architecture enables cross-
modal interaction, the optimization process may still become dom-
inated by the modality that provides stronger immediate predictive 
cues, thereby weakening the contribution of the complementary modal-
ity. To mitigate this issue, we introduce a training-only strategy termed
Modality-Conditional Random Masking (MCRM). The key idea is to 
simulate partial degradation in a modality-conditional manner: for a 
subset of training samples, only one modality is locally corrupted, 
while the counterpart remains intact. This design explicitly encourages 
the network to exploit complementary cross-modal evidence when one 
modality becomes unreliable.
Balanced modality-conditional masking. Given a mini-batch {(𝐼 (𝑖)opt ,
𝐼 (𝑖)aux)}𝐵𝑖=1, we first select 𝑁 = ⌊𝑟𝐵⌋ samples for masking, where 𝑟 ∈ [0, 1]
denotes the masking ratio.  The selected samples are then partitioned 
into an optical-masked subset and an auxiliary-masked subset in a 
nearly balanced manner:

|𝐵 | =
⌊𝑁 ⌋

,
opt 2
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|𝐵aux| = 𝑁 − |𝐵opt |,

𝐵full = {1,… , 𝐵} ⧵ (𝐵opt ∪ 𝐵aux). (17)

We define a modality-conditional masking operator (⋅) that masks 
𝐾𝑚 randomly sampled local rectangular regions on a single modality by 
setting the pixels within each region to zero. In all experiments, we set 
𝐾𝑚 = 1, i.e., each selected sample contains one masked rectangular 
block. The block area ratio is uniformly sampled from [0.1, 0.3] of the 
input patch area, the aspect ratio is uniformly sampled from [0.5, 2.0], 
and the block location is randomly sampled within the input patch. The 
corrupted inputs are formulated as 

(𝐼 (𝑖)opt , 𝐼
(𝑖)
aux) =

⎧

⎪

⎨

⎪

⎩

((𝐼 (𝑖)opt ), 𝐼
(𝑖)
aux), 𝑖 ∈ 𝐵opt ,

(𝐼 (𝑖)opt ,(𝐼 (𝑖)aux)), 𝑖 ∈ 𝐵aux,
(𝐼 (𝑖)opt , 𝐼

(𝑖)
aux), 𝑖 ∈ 𝐵full.

(18)

Therefore, for each selected sample, only one modality is locally de-
graded while the other remains intact. Such asymmetric corruption pre-
vents the model from over-relying on a single dominant modality and 
promotes the learning of complementary multimodal representations 
under partial modality degradation.
Training objective under MCRM. Given the MCRM-corrupted input pair 
(𝐼opt , 𝐼aux), the network produces a fused prediction 𝑃  together with two 
modality-specific auxiliary predictions, denoted by 𝑃opt and 𝑃aux: 

(𝑃 , 𝑃opt , 𝑃aux) = 𝐹 (𝐼opt , 𝐼aux). (19)

The fused prediction is supervised by the standard cross-entropy loss: 
main = ce(𝑃 , 𝑌gt ). (20)

To explicitly guide the modality-specific branches to compensate 
for the corrupted modality, we further impose auxiliary supervision on 
pixels that remain misclassified by the fused branch. Specifically, we 
define a hard-pixel set based on the fused prediction as 
𝛺 = {𝑢 ∣ argmax

𝑐
𝑃 (𝑢, 𝑐) ≠ 𝑌gt (𝑢)}. (21)

Only pixels in 𝛺 are used to supervise the auxiliary branches, while 
correctly predicted pixels are ignored. The auxiliary loss is thus defined 
as 
aux = ce(𝑃opt , 𝑌gt ;𝛺) + ce(𝑃aux, 𝑌gt ;𝛺). (22)

This hard-pixel-guided design avoids redundant supervision on already 
well-recognized regions and instead encourages each modality-specific 
branch to provide complementary cues precisely where multimodal 
fusion remains insufficient.

The overall training objective is formulated as 
total = main + 𝜆auxaux, (23)

where 𝜆aux is the balancing coefficient for the auxiliary supervision and 
is set to 0.05 in all experiments.

In this way, the fused branch is optimized to learn robust multi-
modal representations, while the modality-specific auxiliary branches 
are explicitly driven to compensate for locally corrupted inputs on 
error-prone pixels. Since MCRM is used only during training, it intro-
duces no additional inference-time computation. The increased parame-
ters in the full model mainly come from the lightweight auxiliary heads 
for MCRM supervision, which are removed at test time.

4. Experiments

4.1. Datasets

We evaluate our method on two multimodal benchmarks: ISPRS 
Vaihingen and ISPRS Potsdam. Both datasets comprise high-resolution 
true orthophotos (TOP) and digital surface models (DSM), with pixel-
wise annotations for six classes: impervious surfaces, building, low 
vegetation, tree, car, and clutter.
6 
ISPRS vaihingen. The ISPRS Vaihingen dataset was acquired over the 
town of Vaihingen, Germany, covering a typical small urban area 
dominated by detached houses and multi-story residential buildings. It 
contains 33 TOP tiles with varying spatial extents at a ground sampling 
distance (GSD) of approximately 9 cm. The optical imagery includes 
three spectral channels: near-infrared (NIR), red (R), and green (G), 
and DSM is provided as the auxiliary modality. In our experiments, all 
three available TOP channels are used as the optical input, following 
the NIR-R-G order. Following the official ISPRS split, we use 16 tiles 
for training and the remaining 17 tiles for testing.
ISPRS potsdam. The ISPRS Potsdam dataset depicts a typical historical 
urban scene with dense building blocks, narrow streets, and complex 
urban textures. It has a higher spatial resolution with a GSD of approxi-
mately 5 cm and consists of 38 TOP tiles of a uniform size (6000 × 6000 
pixels). The optical imagery contains four spectral channels (NIR, R, G, 
and B), and DSM is provided accordingly. In our experiments, we use 
the official RGB tiles as the three-band optical input, while the available 
NIR band is not used. Following the official split protocol, we use 24 
tiles for training and the remaining 14 tiles for testing and evaluation.

4.2. Implementation details

All experiments are implemented in PyTorch and conducted on a 
single NVIDIA GeForce RTX 4090 GPU (24 GB memory). We employ 
pretrained DINOv2 and SAM as the feature extraction backbones for 
comparison. The models are optimized using AdamW with an initial 
learning rate of 3 × 10−4, a weight decay of 0.01, and a batch size 
of 24. The learning rate schedule consists of a linear warm-up for 
the first 5 epochs followed by cosine annealing.  During training, we 
apply random cropping with a crop size of 256 × 256, together with 
random flipping and mirroring for data augmentation. Since training 
samples are generated on the fly from large ISPRS tiles, one epoch is 
defined as 1000 mini-batch iterations rather than a deterministic full 
pass over all possible crops. All models are trained for 50 such epochs. 
The checkpoint from the last training epoch is used for final testing, 
and the same checkpoint selection rule is applied to all re-implemented 
models and ablation variants. We adopt UPerNet (Xiao et al., 2018) 
as the segmentation decoder to produce pixel-wise prediction masks. 
The DSM auxiliary modality is independently min–max normalized to 
[0, 1] for each tile during both training and testing. Optical images are 
first scaled to [0, 1]; ImageNet normalization is additionally applied 
only when the encoder belongs to the DINOv2 family, while no further 
ImageNet standardization is used for other encoders. The random seed 
is fixed to 42 for reproducibility. In MCRM, we use the same setting 
for both Vaihingen and Potsdam. The masking ratio is fixed to 𝑟 = 0.25, 
so that 25% of each mini-batch is selected for modality-conditional 
local masking and partitioned as evenly as possible between optical-
masked and auxiliary-masked samples. The detailed masking operator 
and auxiliary-loss weight are defined in Section 3.4. MCRM is enabled 
only during training and disabled during testing/inference.

We evaluate segmentation performance using Overall Accuracy 
(OA), mean F1-score (mF1), and mean Intersection-over-Union (mIoU). 
Following the standard evaluation protocol on ISPRS benchmarks, OA 
is computed as pixel-wise accuracy over all classes, including the 
background category, whereas mF1 and mIoU are averaged over the 
five foreground classes only. This setting enables a fair comparison with 
representative existing approaches.

4.3. Performance comparison

To evaluate the effectiveness and backbone compatibility of the 
proposed MoBaNet for multimodal remote sensing semantic segmen-
tation, we benchmark it against representative baselines spanning dif-
ferent modeling paradigms, including classical CNN-based segmenta-
tion networks, strong Transformer-based segmenters, and multimodal 
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Fig. 4. Qualitative comparisons on 512 × 512-pixel patches from the Vaihingen test set. (a) U-Net, (b) ABCNet, (c) DC-Swin, (d) UNetFormer, (e) FTransUNet, 
(f) MFNet, and (g) proposed MoBaNet. The samples are selected from representative challenging test scenes, and purple boxes highlight regions where prediction 
differences among methods are visually pronounced.
Fig. 5. Qualitative comparisons on 512 × 512-pixel patches from the Potsdam test set. (a) U-Net, (b) ABCNet, (c) DC-Swin, (d) UNetFormer, (e) FTransUNet, (f) 
MFNet, and (g) proposed MoBaNet. The samples are selected from representative challenging test scenes, and purple boxes highlight regions where prediction 
differences among methods are visually pronounced.
frameworks equipped with explicit cross-modal fusion mechanisms. 
Specifically, UNet (Ronneberger et al., 2015), SegNet (Badrinarayanan 
et al., 2017), PSPNet (Zhao et al., 2017), ABCNet (Li et al., 2021), 
DC-Swin Wang et al. (2022a), MAResU-Net (R. Li et al., 2022), and 
UNetFormer (Wang et al., 2022b) are adopted as strong optical-only 
baselines. These methods take only optical imagery as input, character-
izing the attainable performance without geometric cues and serving 
7 
as a reference for quantifying the gains brought by multimodal fu-
sion. In contrast, FuseNet (Hazirbas et al., 2017), vFuseNet (Audebert 
et al., 2018), CMFNet (Ma et al., 2022), CMGFNet (Hosseinpour et al., 
2022), TMFNet (Liu et al., 2024a), FTransUNet (Ma et al., 2024c), and 
MFNet (Ma et al., 2025) further incorporate DSM on top of optical 
inputs and perform explicit fusion, representing typical designs for 
multimodal segmentation. To promote a fair comparison, we adopt 
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Table 1
Quantitative comparison on the Vaihingen dataset. Class-wise results are F1-scores; OA uses all classes, and mF1/mIoU use the 
five foreground classes. Best and second-best results are shown in bold and underlined, respectively.
 Method Backbone Imp. Bui. Low. Tre. Car OA mF1 (%) mIoU (%) 
 U-Net (Ronneberger et al., 2015) – 86.63 90.56 76.84 83.75 72.80 80.73 82.12 70.17  
 SegNet (Badrinarayanan et al., 2017) – 86.72 91.31 78.82 84.87 69.66 81.55 82.27 70.55  
 PSPNet (Zhao et al., 2017) ResNet101 92.79 95.46 84.51 89.94 88.61 90.85 90.26 82.58  
 ABCNet (Li et al., 2021) ResNet18 96.67 95.44 83.67 89.61 87.19 91.14 90.51 83.04  
 DC-Swin Wang et al. (2022a) Swin-B 96.68 95.85 84.38 89.59 86.31 91.33 90.56 83.13  
 MAResU-Net (R. Li et al., 2022) ResNet18 91.97 95.04 83.74 89.35 78.28 90.05 87.68 80.75  
 UNetFormer (Wang et al., 2022b) ResNet18 96.57 95.20 83.43 89.35 86.15 90.76 90.14 82.44  
 FuseNet (Hazirbas et al., 2017) VGG16 91.66 96.28 78.98 90.28 81.37 90.51 87.71 78.71  
 vFuseNet (Audebert et al., 2018) VGG16 91.0 94.4 84.5 89.9 86.3 90.0 89.22 –  
 CMFNet (Ma et al., 2022) VGG16 92.36 97.17 80.37 90.82 85.47 91.40 89.48 81.44  
 CMGFNet (Hosseinpour et al., 2022) ResNet34 92.81 96.20 84.08 90.26 85.02 90.98 89.67 81.60  
 TMFNet (Liu et al., 2024a) ResNet34 91.25 95.70 80.87 88.82 84.60 89.71 88.25 78.70  
 FTransUNet (Ma et al., 2024c) R50-ViT-B 92.89 96.02 84.70 89.80 86.94 91.05 90.07 82.18  
 MFNet (Ma et al., 2025) ViT-B 92.79 96.14 84.15 90.57 86.78 91.35 90.33 82.60  
 MoBaNet (SAM) ViT-B 93.21 96.51 85.72 91.58 90.06 91.65 90.97 83.66  
 ViT-L 94.25 96.35 84.64 92.07 89.14 91.80 91.29 84.17  
 MoBaNet (DINOv2) ViT-B 93.40 96.78 85.54 90.55 89.52 91.78 91.16 83.97  
 ViT-L 94.18 96.90 84.58 92.03 88.32 91.90 91.39 84.37  
Table 2
Quantitative comparison on the Potsdam dataset. Class-wise results are F1-scores; OA uses all classes, and mF1/mIoU use the five 
foreground classes. Best and second-best results are shown in bold and underlined, respectively.
 Method Backbone Imp. Bui. Low. Tre. Car OA mF1 (%) mIoU (%) 
 U-Net (Ronneberger et al., 2015) – 86.62 91.96 81.52 84.09 83.55 81.93 85.55 74.92  
 SegNet (Badrinarayanan et al., 2017) – 86.77 92.43 79.59 81.79 82.97 81.14 84.71 73.75  
 PSPNet (Zhao et al., 2017) ResNet101 93.36 96.97 87.75 88.50 95.42 91.08 92.40 84.88  
 ABCNet (Li et al., 2021) ResNet18 92.26 95.13 85.82 87.96 94.80 89.70 91.19 84.03  
 DC-Swin Wang et al. (2022a) Swin-B 93.65 96.31 87.16 88.31 95.27 90.86 92.14 85.64  
 MAResU-Net (R. Li et al., 2022) ResNet18 91.4 95.6 85.8 86.6 93.3 89.0 90.5 83.9  
 UNetFormer (Wang et al., 2022b) ResNet18 92.80 95.22 86.83 88.19 95.88 90.28 91.78 85.03  
 FuseNet (Hazirbas et al., 2017) VGG16 92.64 97.48 87.31 85.14 96.10 90.58 91.60 84.86  
 vFuseNet (Audebert et al., 2018) VGG16 92.7 96.3 87.3 88.5 95.4 90.6 92.0 –  
 CMFNet (Ma et al., 2022) VGG16 92.84 97.63 88.00 87.40 95.68 91.16 92.10 85.63  
 CMGFNet (Hosseinpour et al., 2022) ResNet34 92.62 97.20 86.46 88.55 94.46 90.59 91.86 85.18  
 TMFNet (Liu et al., 2024a) ResNet34 92.83 96.20 89.86 89.09 91.80 91.05 92.21 85.71  
 FTransUNet (Ma et al., 2024c) R50-ViT-B 92.70 97.24 87.53 88.64 94.39 90.78 92.10 85.56  
 MFNet (Ma et al., 2025) ViT-B 93.94 97.46 89.72 86.41 95.17 90.50 91.82 85.08  
 MoBaNet (SAM) ViT-B 95.15 96.64 90.84 87.45 94.83 91.27 92.58 86.38  
 ViT-L 95.64 97.12 90.78 85.95 94.88 91.39 92.73 86.65  
 MoBaNet (DINOv2) ViT-B 94.06 97.57 88.78 90.29 96.29 92.11 93.40 87.80  
 ViT-L 94.16 97.58 89.08 90.17 96.66 92.23 93.53 88.03  
consistent DSM co-registration/alignment, normalization, preprocess-
ing, dataset splits, and evaluation metrics whenever possible, thereby 
reducing potential biases caused by inconsistent modality handling. 
Moreover, to examine the backbone-agnostic property of our frame-
work, we implement and evaluate MoBaNet with SAM and DINOv2, 
demonstrating its stability and generalization across different back-
bones. Overall, the comparative quantitative results are reported in 
Tables  1 and 2.

Performance comparison on the vaihingen dataset. Table  1 summarizes 
the quantitative results on the ISPRS Vaihingen test set. MoBaNet 
achieves the best overall performance in terms of OA, mF1, and mIoU, 
demonstrating that the proposed frozen-backbone multimodal adap-
tation scheme can effectively exploit the complementarity between 
optical imagery and DSM while keeping the VFM backbone frozen. 
Specifically, MoBaNet (DINOv2-ViT-L) attains 91.90% OA, 91.39% 
mF1, and 84.37% mIoU, which are the best results in Table  1. Com-
pared with the strong optical-only baseline DC-Swin, MoBaNet im-
proves mIoU by 1.24 percentage points, indicating that DSM-provided 
geometric cues help reduce appearance-induced inter-class confusion 
and boundary deviations. Furthermore, MoBaNet outperforms the re-
cent multimodal method MFNet (ViT-B) by 1.77 percentage points 
in mIoU (84.37% vs. 82.60%), suggesting that under a constrained 
8 
trainable-parameter budget, the proposed interaction-and-fusion de-
sign (CPIA/DGFM) together with the bias-mitigating training strategy 
(MCRM) can better activate discriminative cues from the auxiliary 
modality instead of converging to optical-dominant shortcut solutions.

Fig.  4 shows qualitative comparisons on the Vaihingen test set. 
MoBaNet (Fig.  4(g)) produces predictions that better preserve object 
integrity and yield sharper boundary delineation. In shadowed regions 
or areas with pronounced illumination variation, optical-only methods 
are more susceptible to spectral perturbations, often resulting in local 
misclassification, boundary bleeding, or fragmented masks. By contrast, 
MoBaNet generates more coherent segments with fewer artifacts for 
fine-grained and small-scale categories such as low vegetation and car, 
reflecting a more effective utilization of DSM structural and height 
cues through cross-modal interaction and discrepancy-guided adaptive 
fusion.

Performance comparison on the potsdam dataset. Table  2 reports the 
quantitative comparisons on the ISPRS Potsdam test set. MoBaNet again 
achieves the best performance across OA, mF1, and mIoU, indicating 
that the proposed framework remains effective in higher-resolution 
urban scenes with richer textures and more complex object layouts. In 
particular, MoBaNet (DINOv2-ViT-L) reaches 92.23% OA, 93.53% mF1, 
and 88.03% mIoU, which are the best results in Table  2. Compared with 
the strong optical-only baseline DC-Swin, MoBaNet improves mIoU by 
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Table 3
Comparison with representative generic PEFT baselines on the ISPRS Potsdam dataset using DINOv2-ViT-B. All methods use 
the same optical–DSM inputs, UPerNet decoder, input preprocessing, and training protocol. Train. Params denotes trainable 
parameters, and the percentage in parentheses denotes the ratio of trainable parameters to total model parameters.
 Method Adaptation strategy Train. Params (M, %) OA (%) mF1 (%) mIoU (%) 𝛥mIoU 
 Frozen Decoder-only adaptation 1.91 (2.16%) 90.47 91.74 84.95 –  
 VPT Prompt tuning 1.92 (2.17%) 90.71 92.26 85.84 +0.89  
 Adapter Bottleneck adapter 3.70 (4.10%) 91.65 92.91 86.94 +1.99  
 LoRA Low-rank update 2.79 (3.13%) 91.64 93.05 87.20 +2.25  
 MoBaNet CPIA + DGFM + MCRM 5.07 (5.43%) 92.11 93.40 87.80 +2.85  
Table 4
Computational complexity on a 256 × 256 input using a single NVIDIA RTX 
4090 GPU. MoBaNet uses DINOv2-ViT-B, and mIoU is reported on Potsdam. 
Bold values indicate the best results.
 Method Train. 

Params (M)
Latency 
(ms)↓

FPS↑ Memory (MB)↓ mIoU (%)↑ 

 ABCNet 13.67 3.55 281.61 194.59 84.03  
 DC-Swin 118.39 14.59 68.56 603.83 85.64  
 UNetFormer 11.72 3.58 279.51 186.92 85.03  
 CMGFNet 43.68 13.13 76.18 357.94 85.18  
 FTransUNet 203.40 38.90 25.71 930.35 85.56  
 MFNet 20.42 105.36 9.49 1741.83 85.08  
 MoBaNet 5.07 13.97 71.60 402.99 87.80  
Note: Train. Params denotes optimized parameters. For fully trainable baselines, it 
equals total parameters. MoBaNet has 93.44M total parameters, including the frozen 
DINOv2-ViT-B backbone, with 5.07M trainable parameters (5.43%). MCRM auxiliary 
heads are counted in Train. Params but removed during inference.

2.39 percentage points (88.03% vs. 85.64%), suggesting that DSM-
derived geometric/height cues are especially beneficial for reducing 
confusion among visually similar categories such as impervious sur-
faces, building, and low vegetation in dense urban areas. Moreover, 
MoBaNet surpasses the recent multimodal baseline MFNet by 2.95 
percentage points in mIoU (88.03% vs. 85.08%), implying that effective 
exploitation of auxiliary modalities requires not only a fusion head, but 
also targeted cross-modal interaction, discrepancy-aware feature selec-
tion, and training-time regularization under a constrained trainable-
parameter budget. Notably, MoBaNet achieves strong performance on 
challenging categories such as low vegetation and car (e.g., 89.08% and 
96.66%, respectively), further reflecting its improved discriminative 
capability for fine-grained targets and ambiguous regions.

Fig.  5 presents qualitative comparisons on the Potsdam test set. 
Owing to its higher spatial resolution and intricate urban textures, 
accurate segmentation requires preserving small objects, recovering 
regular geometric structures, and suppressing spurious predictions in 
cluttered backgrounds. As highlighted by the purple boxes, competing 
methods tend to miss or confuse small targets and produce noisy or 
broken masks in challenging regions, whereas MoBaNet yields cleaner 
predictions with more coherent regions and boundaries that better 
follow geometric contours. In addition, MoBaNet maintains clearer 
delineation at class transitions (e.g., road–building and vehicle–road 
interfaces), demonstrating improved robustness and fine-detail control 
in dense urban scenes.

4.4. Comparison with generic PEFT baselines

To further examine the effectiveness of MoBaNet’s multimodal-
specific adaptation design, we compare it with representative generic 
PEFT baselines on the ISPRS Potsdam dataset using DINOv2-ViT-B. 
This setting follows the default backbone used in the complexity and 
ablation studies, enabling a controlled comparison under the same 
optical–DSM inputs, UPerNet decoder, input preprocessing, training 
schedule, and checkpoint selection rule.

We consider three generic PEFT baselines: VPT, Adapter, and LoRA. 
For VPT, learnable prompt tokens are inserted into the input token 
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space of each modality stream. For Adapter, modality-specific bottle-
neck adapters are inserted into both the optical and DSM streams. For 
LoRA, low-rank updates are added to the query and value projections of 
the self-attention layers in both streams. In all generic PEFT baselines, 
the DINOv2 backbone is kept frozen, and no cross-modal prompt 
generation, discrepancy-guided fusion, or MCRM training is introduced.

As shown in Table  3, all generic PEFT baselines clearly improve over 
the frozen backbone base, demonstrating that lightweight adaptation 
is beneficial for transferring frozen VFMs to optical–DSM segmenta-
tion. Among them, LoRA achieves the strongest generic-PEFT result 
with 87.20% mIoU, followed by Adapter with 86.94% and VPT with 
85.84%. MoBaNet further improves the mIoU to 87.80%, outperform-
ing LoRA, Adapter, and VPT by 0.60, 0.86, and 1.96 percentage points, 
respectively. These results indicate that generic stream-wise PEFT can 
enhance frozen-backbone adaptation, but explicitly allocating train-
able capacity to cross-modal prompt interaction, discrepancy-guided 
fusion, and modality-robust training leads to more effective multimodal 
adaptation.

4.5. Model complexity analysis

To evaluate computational complexity and efficiency, we compare 
MoBaNet with representative optical-only and multimodal baselines in 
terms of trainable parameters, inference latency, FPS, peak memory 
footprint, and mIoU, as reported in Table  4. The MoBaNet configuration 
uses the DINOv2-ViT-B backbone. These metrics reflect the trade-off 
between segmentation performance and deployment cost.

MoBaNet achieves the highest mIoU (87.80%) with only 5.07M 
trainable parameters, the smallest trainable-parameter count in the 
table. The ‘‘Train. Params (M)’’ column reports the number of op-
timized parameters. For fully trainable baselines, trainable parame-
ters are equal to total parameters. In contrast, MoBaNet keeps the 
DINOv2-ViT-B backbone frozen and optimizes only the lightweight 
multimodal adaptation modules, auxiliary patch embedding, decoder 
head, and training-time auxiliary heads used by MCRM. Therefore, 
the frozen backbone is excluded from the trainable-parameter count 
but included in the total parameter count reported in the table note. 
Specifically, MoBaNet contains 93.44M total parameters, of which only 
5.07M are trainable, corresponding to a trainable-parameter ratio of 
5.43%. Compared with multimodal baselines, MoBaNet is lighter than 
CMGFNet (43.68M), FTransUNet (203.40M), and MFNet (20.42M) in 
terms of trainable parameters, while improving mIoU; it exceeds FTran-
sUNet and MFNet by 2.24 and 2.72 percentage points, respectively. 
These results support MoBaNet’s parameter allocation strategy: instead 
of updating the full foundation backbone, the trainable budget is 
concentrated on lightweight modules for multimodal adaptation and 
fusion.

From the perspective of deployment efficiency, MoBaNet also ex-
hibits a favorable balance between performance and hardware cost. Its 
inference latency is 13.97 ms with a corresponding FPS of 71.60, which 
is close to that of the efficient multimodal baseline CMGFNet (13.13 ms, 
76.18 FPS), while being markedly better than FTransUNet and MFNet 
in both speed and memory usage. Although lightweight optical-only 
methods such as ABCNet and UNetFormer remain faster and more 
memory-efficient, they do not exploit complementary DSM information 
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Table 5
Ablation study of the proposed key designs on the ISPRS Potsdam dataset. ‘‘Base’’ denotes the frozen VFM dual-stream baseline 
with a trainable auxiliary patch embedding and the same decoder head, without any of the proposed designs.
 Variant CPIA DGFM MCRM Train. Params (M) OA (%) mF1 (%) mIoU (%) 
 Base 1.91 90.47 91.74 84.95  
 Base + CPIA ✓ 3.99 91.43 92.57 86.33  
 Base + CPIA + DGFM ✓ ✓ 5.00 91.73 93.02 87.15  
 Base + CPIA + DGFM + MCRM (Full) ✓ ✓ ✓ 5.07 92.11 93.40 87.80  
Table 6
Modality-missing evaluation at inference time on Potsdam. Here RGB denotes the selected optical input used for Potsdam, and 
‘‘RGB-only’’ sets DSM to zeros. All models are trained with full RGB+DSM inputs unless otherwise specified. ‘‘Drop (↓)’’ is computed 
as the performance difference between RGB+DSM and RGB-only.
 Dataset Input MoBaNet (Full) Reference baseline
 OA (%) mF1 (%) mIoU (%) OA (%) mF1 (%) mIoU (%) 
 
Potsdam

RGB + DSM 92.11 93.40 87.80 91.73 93.02 87.15  
 RGB-only 91.36 92.74 86.63 72.38 76.97 64.20  
 Drop (↓) 0.75 0.66 1.17 19.35 16.05 22.95  
and therefore achieve lower segmentation accuracy than MoBaNet. 
Overall, these results indicate that MoBaNet provides a strong trade-
off among segmentation accuracy, parameter efficiency, and inference 
cost, highlighting its practical potential for multimodal remote sensing 
segmentation under resource-constrained deployment settings.

4.6. Ablation study

To evaluate the contribution of each proposed component and the 
robustness of the overall framework, we conduct two groups of ablation 
experiments under the same training protocol described in Section 4, 
using DINOv2-ViT-B as the default backbone. Unless otherwise speci-
fied, all variants are evaluated in terms of OA, mF1, and mIoU, and 
the number of trainable parameters is additionally reported to reflect 
parameter efficiency.
Component ablation. We first investigate the contribution of each mod-
ule by progressively introducing CPIA, DGFM, and MCRM on top 
of a frozen dual-stream baseline, denoted as Base. Specifically, Base
consists of the frozen backbone with a trainable auxiliary patch em-
bedding and the same decoder head, but without any of the proposed 
components. Starting from Base, incorporating CPIA yields consistent 
improvements across all evaluation metrics, indicating that prompt-
injected adapters effectively facilitate cross-modal semantic interaction 
under a frozen backbone. Further introducing DGFM brings additional 
gains, suggesting that discrepancy-guided adaptive fusion is benefi-
cial for suppressing noisy responses and improving dense prediction 
quality. Finally, adding MCRM leads to the best overall performance, 
confirming that Modality-Conditional Random Masking helps mitigate 
optical-dominant optimization and promotes a more balanced exploita-
tion of complementary DSM cues. Overall, the full model achieves the 
best trade-off between segmentation accuracy and parameter efficiency, 
demonstrating the effectiveness of the proposed multimodal adaptation 
design. It is worth noting that the Base variant already uses a frozen 
dual-stream VFM and the same decoder; its lower performance indi-
cates that simply freezing a VFM and attaching a decoder is insufficient, 
while the consistent gains from CPIA, DGFM, and MCRM confirm 
the necessity of allocating trainable capacity to multimodal-specific 
interaction, fusion, and robustness regularization.
Auxiliary-modality-missing robustness. We further evaluate the robust-
ness of the model under modality-missing inference to examine whether 
the learned representation is overly dependent on a single modality. 
The comparison is conducted on the Potsdam dataset. Specifically, two 
inference settings are considered: RGB+DSM and RGB-only, where the 
latter is obtained by setting DSM to zeros while keeping all network 
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parameters unchanged. To isolate the effect of the proposed regular-
ization, the reference model is the variant trained without MCRM, 
i.e., Base+CPIA+DGFM. As shown in Table  6, the full model exhibits 
substantially smaller performance degradation when DSM is removed. 
In particular, under the RGB-only setting, the performance drop of 
MoBaNet is 0.75% in OA, 0.66% in mF1, and 1.17% in mIoU, whereas 
the reference baseline suffers much larger drops of 19.35%, 16.05%, 
and 22.95%, respectively. These results indicate that MCRM effectively 
reduces the model’s over-reliance on a single dominant modality and 
improves the robustness of multimodal representation learning under 
partial modality degradation. Notably, MCRM is applied only dur-
ing training and introduces no additional computational overhead at 
inference time.
Qualitative visualization. To complement the quantitative analysis,
Fig.  6 presents class-specific response maps for the Buildings category on 
representative samples from the Potsdam dataset. Compared with Base, 
the full model produces more compact, spatially coherent, and semanti-
cally concentrated activations over building regions, while suppressing 
irrelevant responses in the surrounding background. In particular, the 
highlighted regions generated by the full model align more closely 
with the spatial extent and boundaries of buildings under varying roof 
appearances and complex local contexts. These qualitative observations 
are consistent with the quantitative improvements reported in Table  5 
and provide further visual evidence that the proposed design enhances 
multimodal representation quality.

5. Discussion and future work

We discuss MoBaNet in relation to recent PEFT, multimodal fu-
sion, and modality-robust learning designs, and further interpret the 
empirical findings with recent EO literature.

(1) Relation to generic PEFT and foundation-model adaptation:  Generic 
PEFT methods, such as Adapter (Houlsby et al., 2019), LoRA (Hu 
et al., 2022), and VPT (Jia et al., 2022), mainly adapt frozen 
backbones through stream-wise parameter insertion. Recent RS 
studies have also explored adapter-style or efficient tuning
strategies for adapting foundation models to remote sensing 
tasks (Hu et al., 2024b,a; Zhang et al., 2025). As confirmed 
by our PEFT comparison, these methods improve the frozen 
backbone but remain less effective than MoBaNet. CPIA differs 
from them by generating prompts from paired modalities and 
injecting them into both modality streams, thereby coupling 
parameter-efficient adaptation with deep cross-modal interac-
tion. These results suggest that allocating trainable parameters 
to multimodal-specific interaction is more effective than simply 
adding generic PEFT modules.
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Fig. 6. Qualitative comparison of feature response visualizations on represen-
tative Potsdam samples for the Buildings category. (a) RGB image. (b) DSM. 
(c) Base. (d) Full model.

(2) Relation to gated and attention-based fusion:  Recent multimodal 
RS segmentation methods have explored Transformer-based, 
attention-based, gated, and deep fusion mechanisms (Ma et al., 
2024c; Liu et al., 2024a; Ma et al., 2025; Wei et al., 2024; Liu 
et al., 2025). These studies show that effective fusion should 
selectively enhance complementary cues while suppressing re-
dundant or noisy responses. DGFM follows this selective-fusion 
principle but differs from conventional gated fusion by explic-
itly constructing a cross-modal discrepancy cue before predict-
ing the adaptive gate. This design provides a plausible expla-
nation for the observed gains over multimodal baselines to 
discrepancy-aware feature selection, especially in ambiguous 
urban regions where optical appearance and DSM geometry 
provide complementary evidence.

(3) Relation to modality-dropout-style robustness training:  MCRM is 
related to modality dropout, random masking, and incomplete-
modality learning because it simulates partial modality degra-
dation during training (Chen et al., 2024; Liu et al., 2025). 
However, it is not a simple modality-level dropout strategy. 
It locally corrupts only one modality at a time while keeping 
the counterpart modality intact, and further applies hard-pixel 
auxiliary supervision to modality-specific branches. This design 
encourages the model to exploit complementary cues where 
the fused prediction remains unreliable, which is consistent 
with the reduced degradation observed in the modality-missing 
evaluation.

(4) Limitations and future work:  Although the results on Vaihin-
gen and Potsdam support the effectiveness of MoBaNet, sev-
eral issues remain open. First, more systematic interpretability 
analyses, such as gate-weight statistics, modality-contribution 
measurement, or gradient-based attribution, are needed to better 
reveal how different modalities affect the final prediction. Sec-
ond, MoBaNet is currently evaluated on two urban multimodal 
benchmarks, and future work should further examine its scala-
bility to broader EO settings, such as optical–SAR, multispectral–
LiDAR, or hyperspectral–LiDAR fusion. Recent multimodal RS 
foundation models and SAM-based adaptations, such as RingMo-
SAM (Yan et al., 2023), SkySense (Guo et al., 2024), and MM-
SAM (Xue et al., 2025), may provide useful pretraining resources 
and adaptation paradigms for this direction.
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6. Conclusion

In this paper, we proposed MoBaNet, a parameter-efficient mul-
timodal adaptation framework for remote sensing semantic segmen-
tation. Built upon a frozen vision foundation model, MoBaNet com-
bines CPIA, DGFM, and MCRM to enable cross-modal prompt interac-
tion, discrepancy-guided adaptive fusion, and training-time robustness 
regularization.

Experiments on the ISPRS Vaihingen and Potsdam benchmarks 
show that MoBaNet performs favorably against the compared meth-
ods while requiring only 5.43% trainable parameters in the default 
DINOv2-ViT-B setting. The ablation and auxiliary-modality missing 
analyses further verified that the proposed modules contribute com-
plementary benefits in semantic interaction, reliable fusion, and ro-
bustness under partial modality degradation. These results suggest that 
MoBaNet provides an effective and efficient solution for multimodal 
adaptation of large vision backbones in remote sensing segmentation.

CRediT authorship contribution statement

Haocheng Li: Writing – original draft, Software, Methodology, In-
vestigation. Juepeng Zheng: Writing – review & editing, Methodology, 
Funding acquisition. Shuangxi Miao: Investigation, Funding acqui-
sition, Conceptualization. Ruibo Lu: Validation, Resources, Concep-
tualization. Guosheng Cai: Resources, Project administration, Fund-
ing acquisition. Haohuan Fu: Writing – review & editing, Investiga-
tion, Funding acquisition. Jianxi Huang: Writing – review & editing, 
Funding acquisition, Formal analysis, Conceptualization.

Code availability statement

The source code of MoBaNet, including training and evaluation 
scripts as well as configuration files for reproducing the reported re-
sults, is publicly available at https://github.com/sauryeo/MoBaNet.

Declaration of competing interest

The authors declare that they have no known competing finan-
cial interests or personal relationships that could have appeared to 
influence the work reported in this paper.

Acknowledgments

This work was supported in part by the National Natural Science 
Foundation of China under Grants 42530109 and 42401415, and in 
part by the Henan Province Natural Science Foundation under Grant 
252300423933.

Data availability

Research Link Provided
ISPRS Dataset (Original data) (ISPRS Dataset)

References

Audebert, N., Le Saux, B., Lefèvre, S., 2018. Beyond RGB: Very high resolution urban 
remote sensing with multimodal deep networks. ISPRS J. Photogramm. Remote 
Sens. 140, 20–32. http://dx.doi.org/10.1016/j.isprsjprs.2017.11.011.

Badrinarayanan, V., Kendall, A., Cipolla, R., 2017. SegNet: A deep convolutional 
encoder-decoder architecture for image segmentation. IEEE Trans. Pattern Anal. 
Mach. Intell. 39, 2481–2495. http://dx.doi.org/10.1109/TPAMI.2016.2644615.

Bai, L., Du, S., Zhang, X., Wang, H., Liu, B., Ouyang, S., 2022. Domain adaptation for 
remote sensing image semantic segmentation: An integrated approach of contrastive 
learning and adversarial learning. IEEE Trans. Geosci. Remote Sens. 60, 1–13. 
http://dx.doi.org/10.1109/TGRS.2022.3198972.

https://github.com/sauryeo/MoBaNet
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
https://www.isprs.org/resources/datasets/benchmarks/urbansemlab/semantic-labeling.aspx
http://dx.doi.org/10.1016/j.isprsjprs.2017.11.011
http://dx.doi.org/10.1109/TPAMI.2016.2644615
http://dx.doi.org/10.1109/TGRS.2022.3198972


H. Li et al. International Journal of Applied Earth Observation and Geoinformation 153 (2026) 105520 
Baltrušaitis, T., Ahuja, C., Morency, L.P., 2019. Multimodal machine learning: A survey 
and taxonomy. IEEE Trans. Pattern Anal. Mach. Intell. 41, 423–443. http://dx.doi.
org/10.1109/TPAMI.2018.2798607.

Cao, S., Gong, Z., Lin, H., Liu, Y., Cheng, J., Hu, X., Liang, H., Li, G., Qin, C., 
Cheng, H., Yang, X., Zheng, J., Fu, H., 2026. CrossEarth-Gate: Fisher-guided adap-
tive tuning engine for efficient adaptation of cross-domain remote sensing semantic 
segmentation. In: Proc. IEEE/CVF Conf. Comput. Vis. Pattern Recognit. CVPR, pp. 
13222–13233.

Chen, X., Li, Z., Jiang, J., Han, Z., Deng, S., Li, Z., Fang, T., Huo, H., Li, Q., Liu, M., 
2021. Adaptive effective receptive field convolution for semantic segmentation of 
VHR remote sensing images. IEEE Trans. Geosci. Remote Sens. 59, 3532–3546. 
http://dx.doi.org/10.1109/TGRS.2020.3009143.

Chen, Y., Zhao, M., Bruzzone, L., 2024. A novel approach to incomplete multimodal 
learning for remote sensing data fusion. IEEE Trans. Geosci. Remote Sens. 62, 1–14. 
http://dx.doi.org/10.1109/TGRS.2024.3387837.

Diakogiannis, F.I., Waldner, F., Caccetta, P., Wu, C., 2020. ResUNet-a: A deep 
learning framework for semantic segmentation of remotely sensed data. ISPRS 
J. Photogramm. Remote Sens. 162, 94–114. http://dx.doi.org/10.1016/j.isprsjprs.
2020.01.013.

Dosovitskiy, A., Beyer, L., Kolesnikov, A., Weissenborn, D., Zhai, X., Unterthiner, T., 
Dehghani, M., Minderer, M., Heigold, G., Gelly, S., Uszkoreit, J., Houlsby, N., 2021. 
An image is worth 16x16 words: Transformers for image recognition at scale. In: 
Proc. Int. Conf. Learn. Represent. ICLR, URL: https://openreview.net/forum?id=
YicbFdNTTy.

Gao, S., Yang, X., Jiang, L., Fu, Z., Du, J., 2024. Global feature-based multimodal 
semantic segmentation. Pattern Recognit. 151, 110340. http://dx.doi.org/10.1016/
j.patcog.2024.110340.

Guo, X., Lao, J., Dang, B., Zhang, Y., Yu, L., Ru, L., Zhong, L., Huang, Z., Wu, K., 
Hu, D., He, H., Wang, J., Chen, J., Yang, M., Zhang, Y., Li, Y., 2024. SkySense: 
A multi-modal remote sensing foundation model towards universal interpretation 
for earth observation imagery. In: Proc. IEEE/CVF Conf. Comput. Vis. Pattern 
Recognit. CVPR, pp. 27662–27673. http://dx.doi.org/10.1109/CVPR52733.2024.
02613.

Hazirbas, C., Ma, L., Domokos, C., Cremers, D., 2017. FuseNet: Incorporating depth into 
semantic segmentation via fusion-based CNN architecture. In: Comput. Vis. ACCV, 
pp. 213–228. http://dx.doi.org/10.1007/978-3-319-54181-5_14.

Hosseinpour, H., Samadzadegan, F., Javan, F.D., 2022. CMGFNet: A deep cross-modal 
gated fusion network for building extraction from very high-resolution remote 
sensing images. ISPRS J. Photogramm. Remote Sens. 184, 96–115. http://dx.doi.
org/10.1016/j.isprsjprs.2021.12.007.

Houlsby, N., Giurgiu, A., Jastrzebski, S., Morrone, B., de Laroussilhe, Q., Gesmundo, A., 
Attariyan, M., Gelly, S., 2019. Parameter-efficient transfer learning for NLP. 
In: Proc. Int. Conf. Mach. Learn. ICML, PMLR, pp. 2790–2799, URL: https://
proceedings.mlr.press/v97/houlsby19a.html.

Hu, L., Lu, W., Yu, H., Yin, D., Sun, X., Fu, K., 2024a. TEA: A training-efficient adapting 
framework for tuning foundation models in remote sensing. IEEE Trans. Geosci. 
Remote Sens. 62, 1–18. http://dx.doi.org/10.1109/TGRS.2024.3488731.

Hu, E.J., Shen, Y., Wallis, P., Allen-Zhu, Z., Li, Y., Wang, S., Wang, L., Chen, W., 2022. 
LoRA: Low-Rank Adaptation of Large Language Models. In: Proc. Int. Conf. Learn. 
Represent. ICLR, URL: https://openreview.net/forum?id=nZeVKeeFYf9.

Hu, L., Yu, H., Lu, W., Yin, D., Sun, X., Fu, K., 2024b. AiRs: Adapter in remote sensing 
for parameter-efficient transfer learning. IEEE Trans. Geosci. Remote Sens. 62, 1–18. 
http://dx.doi.org/10.1109/TGRS.2024.3351889.

Jia, M., Tang, L., Chen, B.C., Cardie, C., Belongie, S., Hariharan, B., Lim, S.N., 2022. 
Visual prompt tuning. In: Comput. Vis. ECCV, pp. 709–727. http://dx.doi.org/10.
1007/978-3-031-19827-4_41.

Kirillov, A., Mintun, E., Ravi, N., Mao, H., Rolland, C., Gustafson, L., Xiao, T., 
Whitehead, S., Berg, A.C., Lo, W.Y., Dollár, P., Girshick, R., 2023. Segment 
anything. In: Proc. IEEE/CVF Int. Conf. Comput. Vis. ICCV, pp. 3992–4003. http:
//dx.doi.org/10.1109/ICCV51070.2023.00371.

Li, J., Hong, D., Gao, L., Yao, J., Zheng, K., Zhang, B., Chanussot, J., 2022. Deep 
learning in multimodal remote sensing data fusion: A comprehensive review. Int. 
J. Appl. Earth Obs. Geoinf. 112, 102926. http://dx.doi.org/10.1016/j.jag.2022.
102926.

Li, J., Wang, Z., Xu, N., You, Z., 2026. Semantic segmentation with scale alignment and 
contextual information fusion for multimodal remote sensing images. Inf. Fusion 
126, 103671. http://dx.doi.org/10.1016/j.inffus.2025.103671.

Li, X., Zhang, G., Cui, H., Hou, S., Wang, S., Li, X., Chen, Y., Li, Z., Zhang, L., 
2022. MCANet: A joint semantic segmentation framework of optical and SAR 
images for land use classification. Int. J. Appl. Earth Obs. Geoinf. 106, 102638. 
http://dx.doi.org/10.1016/j.jag.2021.102638.

Li, R., Zheng, S., Duan, C., Su, J., Zhang, C., 2022. Multistage attention ResU-Net 
for semantic segmentation of fine-resolution remote sensing images. IEEE Geosci. 
Remote. Sens. Lett. 19, 1–5. http://dx.doi.org/10.1109/LGRS.2021.3063381.

Li, R., Zheng, S., Zhang, C., Duan, C., Wang, L., Atkinson, P.M., 2021. ABCNet: 
Attentive bilateral contextual network for efficient semantic segmentation of Fine-
Resolution remotely sensed imagery. ISPRS J. Photogramm. Remote Sens. 181, 
84–98. http://dx.doi.org/10.1016/j.isprsjprs.2021.09.005.
12 
Liu, Y., Fan, B., Wang, L., Bai, J., Xiang, S., Pan, C., 2018. Semantic labeling in very 
high resolution images via a self-cascaded convolutional neural network. ISPRS J. 
Photogramm. Remote Sens. 145, 78–95. http://dx.doi.org/10.1016/j.isprsjprs.2017.
12.007.

Liu, Y., Gao, K., Wang, H., Yang, Z., Wang, P., Ji, S., Huang, Y., Zhu, Z., Zhao, X., 
2024a. A Transformer-based multi-modal fusion network for semantic segmentation 
of high-resolution remote sensing imagery. Int. J. Appl. Earth Obs. Geoinf. 133, 
104083. http://dx.doi.org/10.1016/j.jag.2024.104083.

Liu, X., Wang, T., Jin, F., Rui, J., Wang, S., Huang, Z., Zou, Y., Yu, X., 2025. Multimodal 
cross fusion Mamba network for remote sensing image semantic segmentation 
with complementary masked self-supervision. Int. J. Appl. Earth Obs. Geoinf. 145, 
104960. http://dx.doi.org/10.1016/j.jag.2025.104960.

Liu, Y., Wang, Y., Zhang, Y., Mei, S., Zou, J., Li, Z., Lu, F., He, W., Zhang, H., Zhao, H., 
Chen, C., Xia, C., Li, H., Vivone, G., Hänsch, R., Taskin, G., Yao, J., Qin, A.K., 
Zhang, B., Chanussot, J., Hong, D., 2024b. Cross-City Semantic Segmentation 
(C2Seg) in multimodal remote sensing: Outcome of the 2023 IEEE WHISPERS 
C2Seg challenge. IEEE J. Sel. Top. Appl. Earth Obs. Remote. Sens. 17, 8851–8862. 
http://dx.doi.org/10.1109/JSTARS.2024.3388464.

Ma, L., Liu, Y., Zhang, X., Ye, Y., Yin, G., Johnson, B.A., 2019. Deep learning in remote 
sensing applications: A meta-analysis and review. ISPRS J. Photogramm. Remote 
Sens. 152, 166–177. http://dx.doi.org/10.1016/j.isprsjprs.2019.04.015.

Ma, X., Wu, Q., Zhao, X., Zhang, X., Pun, M.O., Huang, B., 2024a. SAM-assisted remote 
sensing imagery semantic segmentation with object and boundary constraints. 
IEEE Trans. Geosci. Remote Sens. 62, 1–16. http://dx.doi.org/10.1109/TGRS.2024.
3443420.

Ma, X., Zhang, X., Ding, X., Pun, M.O., Ma, S., 2024b. Decomposition-based un-
supervised domain adaptation for remote sensing image semantic segmentation. 
IEEE Trans. Geosci. Remote Sens. 62, 1–18. http://dx.doi.org/10.1109/TGRS.2024.
3483283.

Ma, X., Zhang, X., Pun, M.O., 2022. A crossmodal multiscale fusion network for 
semantic segmentation of remote sensing data. IEEE J. Sel. Top. Appl. Earth Obs. 
Remote. Sens. 15, 3463–3474. http://dx.doi.org/10.1109/JSTARS.2022.3165005.

Ma, X., Zhang, X., Pun, M.O., Huang, B., 2025. A unified framework with multimodal 
fine-tuning for remote sensing semantic segmentation. IEEE Trans. Geosci. Remote 
Sens. 63, 1–15. http://dx.doi.org/10.1109/TGRS.2025.3585238.

Ma, X., Zhang, X., Pun, M.O., Liu, M., 2024c. A multilevel multimodal fusion 
transformer for remote sensing semantic segmentation. IEEE Trans. Geosci. Remote 
Sens. 62, 1–15. http://dx.doi.org/10.1109/TGRS.2024.3373033.

Maggiori, E., Tarabalka, Y., Charpiat, G., Alliez, P., 2017. High-resolution aerial image 
labeling with convolutional neural networks. IEEE Trans. Geosci. Remote Sens. 55, 
7092–7103. http://dx.doi.org/10.1109/TGRS.2017.2740362.

Niu, R., Sun, X., Tian, Y., Diao, W., Chen, K., Fu, K., 2022. Hybrid multiple attention 
network for semantic segmentation in aerial images. IEEE Trans. Geosci. Remote 
Sens. 60, 1–18. http://dx.doi.org/10.1109/TGRS.2021.3065112.

Oquab, M., Darcet, T., Moutakanni, T., Vo, H.V., Szafraniec, M., Khalidov, V., Fernan-
dez, P., Haziza, D., Massa, F., El-Nouby, A., Assran, M., Ballas, N., Galuba, W., 
Howes, R., Huang, P.Y., Li, S.W., Misra, I., Rabbat, M., Sharma, V., Synnaeve, G., 
Xu, H., Jégou, H., Mairal, J., Labatut, P., Joulin, A., Bojanowski, P., 2024. DINOv2: 
Learning robust visual features without supervision. Trans. Mach. Learn. Res. URL: 
https://openreview.net/forum?id=a68SUt6zFt.

Parmehr, E.G., Fraser, C.S., Zhang, C., Leach, J., 2014. Automatic registration of optical 
imagery with 3D LiDAR data using statistical similarity. ISPRS J. Photogramm. 
Remote Sens. 88, 28–40. http://dx.doi.org/10.1016/j.isprsjprs.2013.11.015.

Ronneberger, O., Fischer, P., Brox, T., 2015. U-Net: Convolutional networks for biomed-
ical image segmentation. In: Med. Image Comput. Comput.-Assist. Interv. MICCAI, 
pp. 234–241. http://dx.doi.org/10.1007/978-3-319-24574-4_28.

Schmitt, M., Zhu, X.X., 2016. Data fusion and remote sensing: An ever-growing 
relationship. IEEE Geosci. Remote. Sens. Mag. 4, 6–23. http://dx.doi.org/10.1109/
MGRS.2016.2561021.

Shen, Z., Wang, J., Wei, T., Liu, W., Lu, X., Chen, L., 2026. D2FT-Net: Frequency–spatial 
dual domain fine-tuning of vision foundation models for remote sensing domain 
generalization semantic segmentation. IEEE Trans. Geosci. Remote Sens. 64, 1–16. 
http://dx.doi.org/10.1109/TGRS.2026.3691111.

Sun, W., Wang, R., 2018. Fully convolutional networks for semantic segmentation of 
very high resolution remotely sensed images combined with DSM. IEEE Geosci. 
Remote. Sens. Lett. 15, 474–478. http://dx.doi.org/10.1109/LGRS.2018.2795531.

Turkoglu, M.O., D’Aronco, S., Perich, G., Liebisch, F., Streit, C., Schindler, K., 
Wegner, J.D., 2021. Crop mapping from image time series: Deep learning with 
multi-scale label hierarchies. Remote Sens. Environ. 264, 112603. http://dx.doi.
org/10.1016/j.rse.2021.112603.

Volpi, M., Tuia, D., 2017. Dense semantic labeling of subdecimeter resolution images 
with convolutional neural networks. IEEE Trans. Geosci. Remote Sens. 55, 881–893. 
http://dx.doi.org/10.1109/TGRS.2016.2616585.

Wang, Y., Albrecht, C.M., Zhu, X.X., 2022. Self-supervised vision transformers for 
joint SAR-optical representation learning. In: Proc. IEEE Int. Geosci. Remote 
Sens. Symp. IGARSS, pp. 139–142. http://dx.doi.org/10.1109/IGARSS46834.2022.
9883983.

Wang, L., Li, R., Duan, C., Zhang, C., Meng, X., Fang, S., 2022a. A novel transformer 
based semantic segmentation scheme for fine-resolution remote sensing images. 
IEEE Geosci. Remote. Sens. Lett. 19, 1–5. http://dx.doi.org/10.1109/LGRS.2022.
3143368.

http://dx.doi.org/10.1109/TPAMI.2018.2798607
http://dx.doi.org/10.1109/TPAMI.2018.2798607
http://dx.doi.org/10.1109/TPAMI.2018.2798607
http://refhub.elsevier.com/S1569-8432(26)00436-X/sb5
http://refhub.elsevier.com/S1569-8432(26)00436-X/sb5
http://refhub.elsevier.com/S1569-8432(26)00436-X/sb5
http://refhub.elsevier.com/S1569-8432(26)00436-X/sb5
http://refhub.elsevier.com/S1569-8432(26)00436-X/sb5
http://refhub.elsevier.com/S1569-8432(26)00436-X/sb5
http://refhub.elsevier.com/S1569-8432(26)00436-X/sb5
http://refhub.elsevier.com/S1569-8432(26)00436-X/sb5
http://refhub.elsevier.com/S1569-8432(26)00436-X/sb5
http://dx.doi.org/10.1109/TGRS.2020.3009143
http://dx.doi.org/10.1109/TGRS.2024.3387837
http://dx.doi.org/10.1016/j.isprsjprs.2020.01.013
http://dx.doi.org/10.1016/j.isprsjprs.2020.01.013
http://dx.doi.org/10.1016/j.isprsjprs.2020.01.013
https://openreview.net/forum?id=YicbFdNTTy
https://openreview.net/forum?id=YicbFdNTTy
https://openreview.net/forum?id=YicbFdNTTy
http://dx.doi.org/10.1016/j.patcog.2024.110340
http://dx.doi.org/10.1016/j.patcog.2024.110340
http://dx.doi.org/10.1016/j.patcog.2024.110340
http://dx.doi.org/10.1109/CVPR52733.2024.02613
http://dx.doi.org/10.1109/CVPR52733.2024.02613
http://dx.doi.org/10.1109/CVPR52733.2024.02613
http://dx.doi.org/10.1007/978-3-319-54181-5_14
http://dx.doi.org/10.1016/j.isprsjprs.2021.12.007
http://dx.doi.org/10.1016/j.isprsjprs.2021.12.007
http://dx.doi.org/10.1016/j.isprsjprs.2021.12.007
https://proceedings.mlr.press/v97/houlsby19a.html
https://proceedings.mlr.press/v97/houlsby19a.html
https://proceedings.mlr.press/v97/houlsby19a.html
http://dx.doi.org/10.1109/TGRS.2024.3488731
https://openreview.net/forum?id=nZeVKeeFYf9
http://dx.doi.org/10.1109/TGRS.2024.3351889
http://dx.doi.org/10.1007/978-3-031-19827-4_41
http://dx.doi.org/10.1007/978-3-031-19827-4_41
http://dx.doi.org/10.1007/978-3-031-19827-4_41
http://dx.doi.org/10.1109/ICCV51070.2023.00371
http://dx.doi.org/10.1109/ICCV51070.2023.00371
http://dx.doi.org/10.1109/ICCV51070.2023.00371
http://dx.doi.org/10.1016/j.jag.2022.102926
http://dx.doi.org/10.1016/j.jag.2022.102926
http://dx.doi.org/10.1016/j.jag.2022.102926
http://dx.doi.org/10.1016/j.inffus.2025.103671
http://dx.doi.org/10.1016/j.jag.2021.102638
http://dx.doi.org/10.1109/LGRS.2021.3063381
http://dx.doi.org/10.1016/j.isprsjprs.2021.09.005
http://dx.doi.org/10.1016/j.isprsjprs.2017.12.007
http://dx.doi.org/10.1016/j.isprsjprs.2017.12.007
http://dx.doi.org/10.1016/j.isprsjprs.2017.12.007
http://dx.doi.org/10.1016/j.jag.2024.104083
http://dx.doi.org/10.1016/j.jag.2025.104960
http://dx.doi.org/10.1109/JSTARS.2024.3388464
http://dx.doi.org/10.1016/j.isprsjprs.2019.04.015
http://dx.doi.org/10.1109/TGRS.2024.3443420
http://dx.doi.org/10.1109/TGRS.2024.3443420
http://dx.doi.org/10.1109/TGRS.2024.3443420
http://dx.doi.org/10.1109/TGRS.2024.3483283
http://dx.doi.org/10.1109/TGRS.2024.3483283
http://dx.doi.org/10.1109/TGRS.2024.3483283
http://dx.doi.org/10.1109/JSTARS.2022.3165005
http://dx.doi.org/10.1109/TGRS.2025.3585238
http://dx.doi.org/10.1109/TGRS.2024.3373033
http://dx.doi.org/10.1109/TGRS.2017.2740362
http://dx.doi.org/10.1109/TGRS.2021.3065112
https://openreview.net/forum?id=a68SUt6zFt
http://dx.doi.org/10.1016/j.isprsjprs.2013.11.015
http://dx.doi.org/10.1007/978-3-319-24574-4_28
http://dx.doi.org/10.1109/MGRS.2016.2561021
http://dx.doi.org/10.1109/MGRS.2016.2561021
http://dx.doi.org/10.1109/MGRS.2016.2561021
http://dx.doi.org/10.1109/TGRS.2026.3691111
http://dx.doi.org/10.1109/LGRS.2018.2795531
http://dx.doi.org/10.1016/j.rse.2021.112603
http://dx.doi.org/10.1016/j.rse.2021.112603
http://dx.doi.org/10.1016/j.rse.2021.112603
http://dx.doi.org/10.1109/TGRS.2016.2616585
http://dx.doi.org/10.1109/IGARSS46834.2022.9883983
http://dx.doi.org/10.1109/IGARSS46834.2022.9883983
http://dx.doi.org/10.1109/IGARSS46834.2022.9883983
http://dx.doi.org/10.1109/LGRS.2022.3143368
http://dx.doi.org/10.1109/LGRS.2022.3143368
http://dx.doi.org/10.1109/LGRS.2022.3143368


H. Li et al. International Journal of Applied Earth Observation and Geoinformation 153 (2026) 105520 
Wang, L., Li, R., Zhang, C., Fang, S., Duan, C., Meng, X., Atkinson, P.M., 2022b. 
UNetFormer: A UNet-like transformer for efficient semantic segmentation of remote 
sensing urban scene imagery. ISPRS J. Photogramm. Remote Sens. 190, 196–214. 
http://dx.doi.org/10.1016/j.isprsjprs.2022.06.008.

Wang, Y., Wan, Y., Zhang, Y., Zhang, B., Gao, Z., 2023. Imbalance knowledge-driven 
multi-modal network for land-cover semantic segmentation using aerial images 
and LiDAR point clouds. ISPRS J. Photogramm. Remote Sens. 202, 385–404. 
http://dx.doi.org/10.1016/j.isprsjprs.2023.06.014.

Wei, T., Chen, H., Liu, W., Chen, L., Wang, J., 2025. Retain and enhance modality-
specific information for multimodal remote sensing image land use/land cover 
classification. IEEE Trans. Geosci. Remote Sens. 63, 1–18. http://dx.doi.org/10.
1109/TGRS.2025.3591926.

Wei, K., Dai, J., Hong, D., Ye, Y., 2024. MGFNet: An MLP-dominated gated fusion 
network for semantic segmentation of high-resolution multi-modal remote sensing 
images. Int. J. Appl. Earth Obs. Geoinf. 135, 104241. http://dx.doi.org/10.1016/j.
jag.2024.104241.

Wei, S., Luo, C., Luo, Y., 2025. Improving multimodal learning via imbalanced learning. 
In: Proc. IEEE/CVF Int. Conf. Comput. Vis. ICCV, pp. 2250–2259. http://dx.doi.org/
10.1109/ICCV51701.2025.00217.

Xiao, T., Liu, Y., Zhou, B., Jiang, Y., Sun, J., 2018. Unified perceptual parsing for scene 
understanding. In: Computer Vision – ECCV 2018. Springer, Cham, pp. 432–448. 
http://dx.doi.org/10.1007/978-3-030-01228-1_26.

Xue, X., Wei, C., Zhang, Q., Sun, X., Zhang, H., Wu, H., Liu, X., 2025. Multiscale refined 
segment anything model based on multimodal remote sensing for surface feature 
recognition in open-pit mining areas. Int. J. Appl. Earth Obs. Geoinf. 144, 104943. 
http://dx.doi.org/10.1016/j.jag.2025.104943.

Yan, Z., Li, J., Li, X., Zhou, R., Zhang, W., Feng, Y., Diao, W., Fu, K., Sun, X., 2023. 
RingMo-SAM: A foundation model for segment anything in multimodal remote-
sensing images. IEEE Trans. Geosci. Remote Sens. 61, 1–16. http://dx.doi.org/10.
1109/TGRS.2023.3332219.

Yang, X., Li, S., Chen, Z., Chanussot, J., Jia, X., Zhang, B., Li, B., Chen, P., 2021. An 
attention-fused network for semantic segmentation of very-high-resolution remote 
sensing imagery. ISPRS J. Photogramm. Remote Sens. 177, 238–262. http://dx.doi.
org/10.1016/j.isprsjprs.2021.05.004.
13 
Zhang, Z., Hu, X., Yang, Y., Yang, B., Deng, K., Dai, H., Zhang, M., 2025. High-
quality one-shot interactive segmentation for remote sensing images via hybrid 
adapter-enhanced foundation models. Int. J. Appl. Earth Obs. Geoinf. 139, 104466. 
http://dx.doi.org/10.1016/j.jag.2025.104466.

Zhang, H., Sun, K., Li, W., 2014. Object-oriented shadow detection and removal from 
urban high-resolution remote sensing images. IEEE Trans. Geosci. Remote Sens. 52, 
6972–6982. http://dx.doi.org/10.1109/TGRS.2014.2306233.

Zhao, H., Shi, J., Qi, X., Wang, X., Jia, J., 2017. Pyramid scene parsing network. 
In: Proc. IEEE Conf. Comput. Vis. Pattern Recognit. CVPR, pp. 6230–6239. http:
//dx.doi.org/10.1109/CVPR.2017.660.

Zheng, X., Lyu, Y., Jiang, L., Paudel, D.P., Van Gool, L., Hu, X., 2025. Reducing 
unimodal bias in multi-modal semantic segmentation with multi-scale functional 
entropy regularization. In: Proc. IEEE/CVF Int. Conf. Comput. Vis. ICCV, pp. 
21166–21176. http://dx.doi.org/10.1109/ICCV51701.2025.01966.

Zheng, X., Wu, X., Huan, L., He, W., Zhang, H., 2022. A gather-to-guide network for 
remote sensing semantic segmentation of RGB and auxiliary image. IEEE Trans. 
Geosci. Remote Sens. 60, 1–15. http://dx.doi.org/10.1109/TGRS.2021.3103517.

Zheng, Z., Zhong, Y., Wang, J., Ma, A., Zhang, L., 2021. Building damage assessment 
for rapid disaster response with a deep object-based semantic change detection 
framework: From natural disasters to man-made disasters. Remote Sens. Environ. 
265, 112636. http://dx.doi.org/10.1016/j.rse.2021.112636.

Zhou, W., Jin, J., Lei, J., Hwang, J.N., 2022. CEGFNet: Common extraction and gate 
fusion network for scene parsing of remote sensing images. IEEE Trans. Geosci. 
Remote Sens. 60, 1–10. http://dx.doi.org/10.1109/TGRS.2021.3109626.

Zhu, X.X., Tuia, D., Mou, L., Xia, G.S., Zhang, L., Xu, F., Fraundorfer, F., 2017. 
Deep learning in remote sensing: A comprehensive review and list of resources. 
IEEE Geosci. Remote. Sens. Mag. 5, 8–36. http://dx.doi.org/10.1109/MGRS.2017.
2762307.

Zou, X., Zhang, S., Li, K., Wang, S., Xing, J., Jin, L., Lang, C., Tao, P., 2025. Adapting 
vision foundation models for robust cloud segmentation in remote sensing images. 
IEEE Trans. Geosci. Remote Sens. 63, 1–14. http://dx.doi.org/10.1109/TGRS.2025.
3597410.

http://dx.doi.org/10.1016/j.isprsjprs.2022.06.008
http://dx.doi.org/10.1016/j.isprsjprs.2023.06.014
http://dx.doi.org/10.1109/TGRS.2025.3591926
http://dx.doi.org/10.1109/TGRS.2025.3591926
http://dx.doi.org/10.1109/TGRS.2025.3591926
http://dx.doi.org/10.1016/j.jag.2024.104241
http://dx.doi.org/10.1016/j.jag.2024.104241
http://dx.doi.org/10.1016/j.jag.2024.104241
http://dx.doi.org/10.1109/ICCV51701.2025.00217
http://dx.doi.org/10.1109/ICCV51701.2025.00217
http://dx.doi.org/10.1109/ICCV51701.2025.00217
http://dx.doi.org/10.1007/978-3-030-01228-1_26
http://dx.doi.org/10.1016/j.jag.2025.104943
http://dx.doi.org/10.1109/TGRS.2023.3332219
http://dx.doi.org/10.1109/TGRS.2023.3332219
http://dx.doi.org/10.1109/TGRS.2023.3332219
http://dx.doi.org/10.1016/j.isprsjprs.2021.05.004
http://dx.doi.org/10.1016/j.isprsjprs.2021.05.004
http://dx.doi.org/10.1016/j.isprsjprs.2021.05.004
http://dx.doi.org/10.1016/j.jag.2025.104466
http://dx.doi.org/10.1109/TGRS.2014.2306233
http://dx.doi.org/10.1109/CVPR.2017.660
http://dx.doi.org/10.1109/CVPR.2017.660
http://dx.doi.org/10.1109/CVPR.2017.660
http://dx.doi.org/10.1109/ICCV51701.2025.01966
http://dx.doi.org/10.1109/TGRS.2021.3103517
http://dx.doi.org/10.1016/j.rse.2021.112636
http://dx.doi.org/10.1109/TGRS.2021.3109626
http://dx.doi.org/10.1109/MGRS.2017.2762307
http://dx.doi.org/10.1109/MGRS.2017.2762307
http://dx.doi.org/10.1109/MGRS.2017.2762307
http://dx.doi.org/10.1109/TGRS.2025.3597410
http://dx.doi.org/10.1109/TGRS.2025.3597410
http://dx.doi.org/10.1109/TGRS.2025.3597410

	Parameter-efficient multimodal adaptation of vision foundation models for remote sensing semantic segmentation
	Introduction
	Related Work
	Multimodal Fusion for Remote Sensing Segmentation
	Foundation Models and Parameter-Efficient Adaptation

	Method
	Overall Architecture
	Cross-modal Prompt-Injected Adapter
	Difference-Guided Gated Fusion Module
	Modality-Conditional Random Masking

	Experiments
	Datasets
	Implementation Details
	Performance Comparison
	Comparison with Generic PEFT Baselines
	Model Complexity Analysis
	Ablation Study

	Discussion and Future Work
	Conclusion
	CRediT authorship contribution statement
	Code Availability Statement
	Declaration of competing interest
	Acknowledgments
	Data availability
	References


